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Statafl] A1 (242): Do-file Editor
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Stata Program for Stata, R.. X
1 * Stata Program for Stata, R and Python Comparison
2
3 use "C:\Users\Administrator\Desktop\Boston.dta",clear
=
5 * Summary Statistics
&
7 des
8
9 sum
10
11 * Visualization
12
13 scatter medv rm
14
15 * OLS
16
17 reg medv rm
18
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20
21 reqg medv rm,r
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e Ssummarize
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31 BHPH\* IFt%

/
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J
|\

- o251
LV

Stata

Variable Obs Mean Std. dev. Min Max
crim 506 3.613524 8.601545 .00632 88.9762

zn 506 11.36364 23.32245 0 100
indus 506 11.13678 6.860353 .46 27.74
chas 506 .06917 .253994 0 1
nox 506 .5546951 .1158777 .385 .871

rm 506 6.284634 .7026171 3.561 8.78

age 506 68.5749 28.14886 2.9 100

dis 506 3.795043 2.10571 1.1296 12.1265

rad 506 9.549407 8.707259 1 24

tax 506 408.2372 168.5371 187 711
ptratio 506 18.45553 2.164946 12.6 22
black 506 356.674 91.29486 .32 396.9
lstat 506 12.65306 7.141062 1.73 37.97
medv 506 22.53281 9.197104 5 50
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2

> summary(Boston)
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crim
Min. : 0
1st Qu.: 0
Median 0
Mean 3
3rd Qu.: 3
Max. :88
nox
Min. :0
1st Qu.:0
Median :0
Mean :0
3rd Qu.:0
Max. :0
rad
Min. 1
1st Qu.: 4.
Median 5
Mean G- G
3rd Qu.:24.
Max. 124,
lstat
Min. g
1st Qu.: 6.
Median :11.
Mean -4 [
3rd Qu.:16.
Max. B 7

.00632
.08204
.25651
.61352
.67708
97620

.3850
.4450
. 5380
. 5547
.6240
L8710

.000
000
.000
54%
000
ooon

73
05
36
65
95
97

A Y »
HE R MR
v < I - /4 V|
Zn indus
Min. : 0.00 Min. - i
1st Qu.: 0.00 1st Qu.: 5.
Median : 0.00 Median : 9.
Mean 11.36 Mean 3 1)
3rd Qu.: 12.50 3rd Qu.:18.
Max. :100.00 Max. 27,
rm age
Min. :13.561 Min. r 2.90
1st Qu.:5.88¢ 1st Qu.: 45.02
Median :6.208 Median 77.50
Mean 16.285 Mean : 68.57
3rd Qu.:6.623 3rd Qu.: 94.08
Max. :8.780 Max. :100.00
tax ptratio
Min. :187.0 Min. 112,60
1st Qu.:279.0 1st Qu.:17.40
Median :330.0 Median :19.05
Mean :408.2 Mean :18.46
3rd Qu.:666.0 3rd gu.:20.20
Max. tT11.0 Max. :22.00
medwv
Min. : 5.00
1st Qu.:17.02
Median :21.20
Mean 122.53
3rd Qu.:25.00
Max. :50.00

de
15
69
14
10
74

n
=
o
]

Min.
1st Qu.:
Median
Mean
3rd Qu.:
Max.
dis
Min. i
1st Qu.:
Median
Mezan
3ird Qu.:
Max. 3 |
black

[ T o P R P T 8 T )

|l e v T e T s

.00000
.00000
.00000
.06517
.00000
.00000

.130
.100
.207
. 795
.188
127

Min. : 0.

Max.

1st Qu.:375.
Median
Mean

:391.
:356.
ird Qu.:396.
:396.

32
38
44
&7
23
S0

21



>>> Boston.describe()
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3

count
mean
std
min
25%
SR
753
=

count
mean
std
min
25%
15
753
=

count
meEan
std
min
25%
SR
753
max

3

386,
3.813524
d.6881545
B.88632a8
@.
]
3
8

B

586.
Ba.
28.

- SR
45,
7.
a4,

1aa.

SBG.
1z.
f.
1.
B.
11.
16.
37.

FH A%

>
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J

CRIM
BREBEE

832845

. 256518
LB77BE3
2762668

AGE
aaaane
574981
148861

825668
Seaane
a75eae
BaaEae

LSTAT
eaaane
653863
141862
73eaana
aseaae
Soeaae
55868
a7eaae

N |

86,
11.
23.

.
.
a.
12.
1ea.

86,

B LA R R

S8,
22.

17.
21.
25.
.

ZN
Gaaaaa
363636
322453
gaaaaeE
Gpaaaa
gaaane
SBaaaa
aaaaae

DIS
apaaaa

. 795843
. 185718
128686
. 188175
. 287458
188425
126588

MEDW
apaape
532886

197184
. Baaaaa

a25aaa
2paaaa
apaaaa
Gaaaaa

86,
11.
6.
a.
5.
9.
18.
27.

286,

B0

2
24,

h )

IHNDUS
Gaaaas
138779
268353
dcaaas
l1oaaaae
GoBaRE
laaaas
Jaaane

RAD
aaaaps

. 549487
. 787259
- BB
Baaaan
JBaaaan
L Baaaan

gaaaaa

v

386,
.Be917a
. 253994
. BaaEEa
. BEBEEa
.BaaEaa
. BEBEEa
. Baaaaa

[l L R R i

386.
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168.
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Bbb.
F11.
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CHAS
Baaapa
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aaaapa
237154
337116
R
aaaap
Baaapa
aaaan
BaEERE

vitnho
J

2BG.

e e 0 Ee®

2BG6.

18

12

17

19.
28.
22.

MO
aaaaaa
. 554695
115873
. 3858688
LA49888
5388688
. B24888
LB71888

PTRATIO
aaaaaa
455534
. 1649445
BEESERE
LAaagaa
aseaaa
2paaaa
aaaaae

86,
356.
al.

375.

391

396.
396.

n

RM
L BEaRRe
. 284634
. 782617
. 5618686
. 885588
. 288588
523588
. J8aaaa

B
apaaas
674832
294864
. 2205
377588
LALEa88
225a88
SpaaRe
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Pythonf) “7J774” (method)

e “Boston.describe()” W& LAl HAEN
“describe(Boston)” , XFRRHE ) REE V-
PN “T71:” (method), 7EPython iR ., {#
THREBMES

e t: h(g(F(x))) versus x.FO.gO.hQO

A}

e 7ERH, HREEEHh(Q(F(X))), BufiiH] “&EiE
1”7 (pipe operator) %>%
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e scatter medv rm

T
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oy
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> plot(Boston$rm,Boston$medv)

i

0S

_ _ _ _
aF 0t 0g al

ApaLlgUoIsog

Boston$rm

25
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4.2 H K —Rviag

> library(ggplot2)
> ggplot(data=Boston) +
geom_point(mapping = aes(X=rm,
y=medv))

aplot2

v Iv

AN ggplot2 (grammar of graphics) 1) 1]
A (elegant), {H1E4R]HE 2L

2021/5/11
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4.3 |H|

—

2021/5/11

X

— Python via Matplotlib

>>> 1mport matplotlib.pyplot as plt
>>> plt.scatter(Boston.RM,

Boston.MEDV)
G0 - & @& e @ & r'ﬂ' L
GE
40 - ¢ -"
37 &
. .
20 A ¢ g
: a
°] o fn g oes o
ee ¥
4 6 7 : 9
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4.3 H| ¥ — Python via Panda

~—]5 b

>>> Import pandas as pd

>>> Boston.plot.scatter(x = "RM", vy
"MEDV*™)

G0 ® * @ * @ irﬂl
’ L

2021/5/11
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4.3 H & — Python via seaborn

>>> Import seaborn as sns
>>> sns.scatterplot(x = "RM",
y = "MEDV®", data=Boston)

2021/5/11 RM 30
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- 1 N\ C _ C+Aat+a
J..L ULO J—1 = dladld

e regress medv rm

Source SS df MS Number of obs = 506
F(1, 504) = 471.85

Model 20654 .4162 1 20654.4162 Prob > F = 0.0000
Residual 22061.8792 504 43.7735698 R-squared = 0.4835
Adj R-squared = 0.4825

Total 42716.2954 505 84.5867236 Root MSE = 6.6162
medv | Coefficient Std. err. t P>t [95% conf. interval]

rm 9.102109 .4190266 21.72 0.000 8.278855 9.925363
_cons -34.67062 2.649803 -13.08 0.000 -39.87664 -29.4646

2021/5/11 31



5.1 OLS[H 14

e reg medv rm,robust

— Stata with robust S.E.

Linear regression Number of obs = 506
F(1, 504) = 189.53
Prob > F = 0.0000
R-squared = 0.4835
Root MSE = 6.6162
Robust
medv | Coefficient std. err. t P> |t [95% conf. interval]
rm 9.102109 .6611539 13.77 ©.000 7.803152 10.40107
_cons -34.67062 4.16736 -8.32 0.000 -42.85816 -26.48308
2021/5/11 32




5

OLS[?

=

/

] A

> i1t <- Im(medv~rm,data=Boston)
> summary(fit)

2021

<Ze-la **%
<Z2e-16 **%

Call:
Im(formula = medv ~ rm, data = Boston)
Residuals:

Min 10 Median 30 Max
-23.34a -2.547] 0.090 Z2.986 39.433
Coefficients:

Estimate Std. Error t wvalue Pr(>|t])

(Intercept) -34.671 2.650 -13.08
rm 9.102 0.419 21.72
Signif. codes: O YExxr 0 001 YExF .01 V&S

Residual standard error:
Multiple R-squared: 0.4835,
Sllstatistic:

471.8 on 1 and 504 DF,

.05 *.* .31 *

6.61l6 on 504 degrees of freedom
Adjusted R-squared:
p-value:

0.4825
< Z2.2e-1¢6

F

1

3



fit- | ict nf 192 (A1 51 q,/\cl%L\ﬁhprl ==
HL LIOoL VUl 12 \&E g 14 | X)) HI7N )
Mame Type Value
& fit list [12] (S3: lm) List of length 12
) coefficients double [2] -34.7 9.1
' residuals double [506] -1.18 -2,17 397 437 582 484 ..
D effects double [506] -306.86 -143.72 4,14 4,52 598 491 ..
rank integer [1] 2
2 fitted.values double [506] 222 23.8 30.7 290 304 239 ..
assign integer [2] 01
Lqgr list [5] (53: gr) List of length 5
df.residual integer [1] 504
xlevels list [O] List of length O
' call language Im{formula = medv ~ rm, data = Boston)
) terms formula medy ~ rm
3 model list [506 x 2] (S3: data.frame) A data.frame with 506 rows and 2 columns
2021/5/11 34
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>

2021/5/11

|

5.2 OLS[#| 7 — R with robust S.E.

library(car) # companion to
applied regression
library(Imtest) # package for

testing linear model
it <- Im(medv~rm,data=Boston)
coeftest(fit, vcov = hccm )

t test of coefficients:

Estimate Std. Error t wvalue Pr(>|t])
(Intercept) -34.67062 4.24305H -8.1712 2.482e-15 ***
rm 9.10211 0.67302 13.5243 < 2.2e-16 ***

Gignif. codes: 0 “YEEEF § P01 YEXY Q.01 Y 9,85 .* 0.1 “F 1

35




> Fit
> SU

5.2 OLS[A|H — R (X1t

><Er

=N
==\

.

N /

<- Im(medv~.,data=Boston)
ummary(fit)

N’

2021/5/11

Call:
Im(formula = medv ~ ., data = Boston)
Residuals:

Min 10 Median 30 Max

—15.29% 2. 730 -B.518 1.7IF¥ 26.159

Coefficients:

Estimate Std. Error t value Pr(>|t])
(Intercept) 3.6dee+01 5.103e+00 7.144 3.28e-12 **%*%
crim -1.080e-01 3.Z2Be6e-02 -3.287 0.001087 =*x*
ZN 4.642e-02 1.373e-02 3.382 0.000778 **x%
indus 2.056e-02 6€.150e-02 0.334 0.738288
chas 2.687e+00 8.elee-01 3.118 0.001925 **
Nnox —1.777e+01 3.820e+00 -4.651 4.25%e-06 ***
rm 3.810e+00 4.179%9e-01 9.116 <« Ze-1g ***
age 6.922e-04 1.321e-02 D.052 D.958225
dis —1.476e+00 1.995e-01 -7.398 6.01e-13 ***
rad 3.060e-01 6.635e-02 4.613 5.07e-06 ***
tax —1.233e-02 3.T7TebDe-03 -3.280 D0.001112 **
mFratain — 0 R2Ta_n1 T ANAa—_NT _7 28727 7 ITa—_17 %Xk
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J.O LY

>>> 1mport numpy as np
>>> pmport pandas as pd

>>> 1mport statsmodels.formula.api
as smf

>>> model = smf.ols("MEDV ~ RM*®,

data=Boston)
L [ T4 L S /

>>> results = model.fi1t()
>>> results.summary()

2021/5/11 37



OLS Regression Results

R-squared:

Adj. R-squared:
F-statistic:

Prob (F-statistic):
log-Likelihood:
ATC:

BIC:

Durbin-Watson:
Jarque-Bera (JB):
Prob(JB):

Cond. No.

55.4

Dep. Variable: MEDV
Model: OoLS
Method: Least Squares
Date: Mon, 18 May 2821
Time: 28:38:22
No. Obserwvations: 586
DT Residuals: S84
DT Model: 1
Covariance Type: nonrobust

coef std err
Intercept -34.6786 2.658 N
RM 9.1821 @.419
Omnibus: 182 .585
Prob(Omnibus): 8. aaa
Skew: B.726
Kurtosis: 8.198
Warnings:

[1] Standard Errors assume
specifiEdJ

2021/5/11

that the covariance matrix of the errors is

correctly

38



5.3 OLS|H

IH — Python with robust S.E.

>>> results_robust =

model . fi1t(cov_type="HC1")

>>> results_robust.summary()

OLS Regression Results

328 @ . eae
. 767 & . ea

R-squared:

Adj. R-squared:
F-statistic:

Prob (F-statistic):
Log-Likelihood:
AIC:

BIC:

-42.838
7.888

Durbin-Watson:
Jarque-Bera (JB):
Prob(JB):

Cond. MNo.

Dep. Wariable: MEDV
Model: oLS
Method: Least Sgquares
Date: Mon, 1@ May 2821
Time: 28:45:28
No. Observations: 586
Of Residuals: Sad
Of Model: 1
Covariance Type: HC1
coet std err
Intercept -34.6786 4.167 -8
RM 9.1821 8.661 13
Omnibus: 182.585
Prob{Omnibus): 8. Bea
Skew: 8.726
Kurtosis: g.19@
Warnings:
2021/5/11 [1] Standard Errors are heteroscedasticity robust (HC1)

189.5
7.83e-37
-1673.1
3358,
3359,

58.4
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6.1 Lasso - Stata

e lasso linear medv crim zn 1ndus chas nox
rm age dis rad tax ptratio black Istat,
selection(cv, alllambdas) stop(0)
rseed(12345) nolog

Lasso linear model No. of obs = 506
No. of covariates = 13

Selection: Cross-validation No. of CV folds = 10
No. of Out-of- CV mean

nonzero sample prediction

ID Description lambda coef. R-squared error

1 first lambda 6.777654 0 0.0011 84.32675

59 lambda before .0307358 11 0.7227 23.40918

* 60 selected lambda .0280053 11 0.7227 23.40868

61 lambda after .0255174 11 0.7227 23.40892

100 last lambda .0006778 13 0.7221 23.46378

* lambda selected by cross-validation.
2021/5/11



6.1 Lasso coef path — Stata

e coefpath, legend(on position(6)
cols(5)) xunits(Inlambda) rawcoefs

Coefficient paths

5
1

N

0
|

(;(1)8ff|0|e_r%ts

-15
1

-20
1

T T T T
.001 .01 N 1

A
crim zn indus chas Nox
rm age dis rad tax
ptratio black Istat
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6.1 Lasso CV plot — Stata

e cvplot,xunits(Inlambda)

Cross-validation plot
)\CV

80
|

60
|

Cross-validation function
40
|

20
|

I I I
.001 .01 A
A

Acv Cross-validation minimum lambda. A=.028, # Coefficients=11.

2021/5/11
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6.1 Lasso coef — Stata

e lassocoef, display(coef,penalized)
sort(coef,penalized)

active

_cons 34.4703
nox -16.31916
rm 3.864489
chas 2.683076
dis -1.397161
ptratio -.930407
lstat -.5224817
rad .2542623
crim -.0986721
zn .0415227
tax -.0098895
black .0090293

Legend:

b - base level
e - empty cell
o - omitted

2021/5/11

VE: ARE
age5
indusfy
Lasso[7| 15
22040,

NN S

MRS |
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6.2 Lasso—-— R

> library(glmnet)

> X <- model.matrix(Boston$medv~.,
Boston|,-14]|[,-11
# define data matrix w/o constant (ZZE1%1)

> y <- Boston$medv

> i1t <- glmnet(Xx,y,alpha=1) #lasso
> plot(fit,xvar="1lambda", label=TRUE)

2021/5/11 44



Data (Design) Matrix

X1 K ot Xk
N Xyg Koo ot Koy
\an Xn2 0 Xk Y,

47 MEVLI{E (observation); %1): A5 & (variable)
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12 11 11 12 8

[y
o o T

Coefficients

-10

-15

Log Lambda
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6.2 Lasso CV plot — R
> set.seed(1)

> cvfit <- cv.glmnhet(Xx,y,alpha=1)
# 10-fold CV as default

> cvFit$lambda.min
# lambda.min that minimizes CV

> [1] 0.02551743

> plot(evfit)  # [ARE/RMSER)IE A bRk 7%

2021/5/11 47



12 12 11 11 11 11 12 12 9 8 7 5 4 3 3 2 2

50 60 70 80 80

Mean-Squared Error

30

-3 -4 -3 -2 -1 0 1
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6.2 Lasso coef — R

e coef(evfit, s = "lambda.min™)

2021/5/11

14 x 1 sparse Matrix of class "dgCMatrix"

1
(Intercept) 34.594713527
crim -0.099226869
Zn 0.041830020
indus .
chas 2.688250324
NoX -16.401122000
rm 3.861229965
age .
dis -1.4045717459
rad 0.256788019
tax —(0.009997514
ptratio —0.931437290
black 0.005049252
1stat —-0.522505968
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e from
e from
- from
e from
e from

- from
Cro

e X raw

e scale

e model

2021/5/11

..

sklearn.
sklearn.
sklearn.
sklearn.
sklearn.

sklearn.
_score

ss_val

o

| asso - Pvthon

- ] i N

linear model 1mport Lasso

linear _model 1mport lasso path
linear _model import LassoCV
preprocessing import StandardScaler
model selection import Kfold

model selection import

= Boston.iloc[:, :-1]

e y = Boston.iloc[:, -1]

r = StandardScaler()

e X = scaler.fit_transform(X_raw)
= Lasso(alpha=0.2)

e model.fi1t(X, y)



6.3 Lasso — Python (%

e model .coef

JI3
N’

array([-9.33004468, ©.37945923, -08.824138 , ©.61693339, -1.87997374,
2.96375162, -8. , -1.73013196, ©.88777185, -0. :
-1.77372345, ©.678867 , -3.71592821])

e pd.DataFrame(model.coef ,
index=X_raw.columns, columns=["Coefficient"])

Coefficient
CRIM -8. 339845
ZN 8.379459
INDUS -8.8241358
CHAS @.616933
MNOX -1.879974
RM 2.963752
AGE -8 . BBBE6
DIS -1.738132
RAD 8.887772
TAX -8 . B3R5
PTRATIO -1.773723

2021/5/11 B @.678867 51

LSTAT -3.715928




6.3 Lasso coef plot — Python

>>> alphas, coefs, @ = lasso path(X, v,
eps=1le-4)

>>> ax = plt.gca()

>>> ax.plot(alphas, coefs.T)

>>> ax.set _xscale("log”®)

>>> plt.xlabel("alpha (log scale)*)

>>> plt.ylabel ("Coefficients"”)

>>> plt.title("Lasso Cofficient Path™)

>>> plt.axhline(0, linestyle="--",
Iinewidth=1, color="k")

>>> plt.legend(X_raw.columns)

2021/5/11 52



Lasso Cofficient Path

31— CRIM
ZN
24 —— INDUS
— CHAS
11— NOX
2 AGE
= — DIs
_1 -
& RAD
| — TAX
~Z | — PTRATIO
E
31— LsTAT
10-3 1072 10-1 10° 101
alpha (log scale)
2021/5/11
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>>2>

>>2>
>>2>
>>2>
>>>

Pvithon

I INJIL ]

6.3 Lasso

e WA

-*

kfold = KFold(n_splits=10, shuffle=True,
random_state=1)

alphas=np.logspace(-3, -1, 100)

model = LassoCV(alphas=alphas, cv=kfold)
model . fF1t(X, Yy)

model .alpha

0.02848035868435802

2021/5/11 54



6.3 Lasso coef — Python (4:

>>> pd.DataFrame(model.coef_,
Index=X_raw.columns,
columns=[ "Coefficient™])

Coefficient
CRIM -B. 846146
ZNM 8.965785
TNDUS -8 . eaaaea
CHAS 8.688781
MNOX -1 . 886944
R 2. 713469
AGE -8 . 8806
DIS -2.935723
RAD 2.283538
TAX -1.658672
PTRATIO -2.811514
B 8.5823863
| STAT -3.727417

2021/5/11



6.3

>>> Mmse

L asso CV

plot — Python

w Iv-v

= np.mean(model .mse path ,

axis=1)

>>> 1ndex_min = np.argmin(mse)
>>> alphas[i1ndex _min]
0.003511191734215131

e %7¥: model.mse

T RS X Gk

2021/5/11

_path_nlggHbug, #HFEET

!

A

)
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T
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>>> alphas = np.logspace(-3, -1, 100)
>>> scores = []

>>> for

>>> mse

alpha 1n alphas:
model = Lasso(alpha=alpha)
kfold = KFold(n_splits=10, shuffle=True, random_state=1)

scores_val = -cross val score(model, X, y, cv=kfold,
scoring="neg_mean_squared_error")

score = np.mean(scores_val)
scores.append(score)
= np.array(scores)

>>> index_min = np.argmin(mse)
>>> alphas[index_min]

>>> plt.
>>> plt.
>>> plt.
>>> plt.
>>> plt.
>>> plt.

2021/5/11

plot(alphas, mse)

axvline(alphas[index_min], linestyle="--", linewidth=1, color="k")
xlabel ("alpha™)

ylabel ("Mean Squared Error™)

title("CV Error for Lasso")

tight _layout()
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CV Error for Lasso

241
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002
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alpha
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7.1 Decision Tree - Stata

o N{HHAEE TS crtrees 51t sEHt

o {HIjHE LR A

= Ll =N o = |
¢ 2019":_‘/‘! :JI:ELJW EP@EN:@

%%HH

1 9
Elo

2021/5/11



7.2 Decision Tree - R

library(rpart)

set.seed(l) # set seed for random sampling
train <- sample(506,354) # 70% random sample
set.seed(123) # set seed for 10-fold CV
it <- rpart(medv~.,data=Boston,subset=train)

vV V V V V

op <- nar(nn readonlv = TRUE)

—~ALUUIIER Y TINY

par(mar=c(1,1,1,1))
plot(fit,margin=0.1)
text(fit)

par(op)

vV V V V V

2021/5/11 60



2021/5/11

Istat=

rm= @_945

=14 4

Crim=3

I
12.04

:5_?BQ|
17.33

rm= {

043

21.86

2782

ms= |

445

3313

46.56
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[ .£ LJCTUIOIVIIL 11

/13
N’

ee — R \&

> library(rpart.plot)
> prp(fit,type=2) # plot a rpart model

rm<6.9

Istat == 14 m < ? 4

/ @é\o

crim >= 53 rm«<6.5

b d s

2021/5/11



7 D NMNAam~iciAarn TrAan I') TN AY
[.£ DECLISIVUIN 1TEC — I\ (JIR{AY)

tree.pred <- predict(fit,newdata=Boston|[-train,])
y.test <- Boston[-train,'medv'']
mean((tree.pred-y.test)"2) # MSE

[1] 36.2319

Compare with OLS
ols.fit <- Im(nedv~.,Boston,subset=train)

ols._pred <- predict(ols.fit,
newdata=Boston[-train,])

mean((ols.pred-y.test)"2)
[1] 27.31196
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(. DECISION 1ree

> plot(tree.pred,y.test,

(
™A

main="Tree Prediction')

> abline(0,1)

> plot(ols.pred,y.test,
main=""0LS Prediction)

> abline(0,1)

2021/5/11
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Tree Prediction

y test

| | | | | | |
15 20 25 30 35 40 45

tree pred
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50

40

y test
20

20

10

2021/5/11

OLS Prediction

ols_pred
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>>>
>>>
>>>
>>>
>>>
>>>

>>>
>>>

>>>
>>>
>>>

/.3 Decision Tree — Python

from sklearn.model _selection import train_test split

from sklearn.model selection import KFold, StratifiedKFold
from sklearn.model selection import GridSearchCV

from sklearn.tree mmport DecisionTreeRegressor,export_text
from sklearn.tree import DecisionTreeClassifier, plot tree
from sklearn.datasets import load boston

Boston = load boston()

X_train, X _test, y train, y test =
train_test split(Boston.data, Boston.target,
test size=0.3, random_state=0)

model = DecisionTreeRegressor(max _depth=2, random state=123)
model . fit(X_train, y train)
plot _tree(model, feature names=Boston.feature_names,

node_ i1ds=True, rounded=True, precision=2)

2021/5/11



node #0
RM == &8
mse = 84.76
camples = 354
value = 22.75 |
; ¥ -
node #1 node #F4
LSTAT == 14 4 RM == 7. 43
mse = 35.01 mse = 85.39
camples = 284 camples = 70
| value = 19.61 value = 35.45]
¢ e i y
node #2 node #3 node #5 node #6
mse = 20.78 mse = 16.05 || mse = 44 15 mse = 42.03
camples = 167 |samples = 117 || samples = 47 | | samples = 23
- wvalue = 22.98 | value = 14 81 |(value = 30.92 | |value = 44 71

2021/5/11
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/.3 Decision Tree CV — Python

>>> model = DecisionTreeRegressor(random state=123)

>>> path = model .cost complexity pruning path(X train,
y _train)

>>> param_grid = {"ccp_alpha”: path.ccp_alphas}
>>> kfold = KFold(n_splits=10, shuffle=True,
random_state=1)

>>> model =
GridSearchCV(DecisionTreeRegressor(random state=123),
param_grid, cv=kfold)

>>> model.fit(X_train, y train)
>>> model = model.best estimator

>>> plot_tree(model, feature names=Boston.feature names,
node i1ds=True, rounded=True, precision=2)

2021/5/11 69
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7 D NAmniciArn Tr vl A on Xl
[ .O LJCTUISOIVUIIL 11 11

ee — Python (7Y

-

>>> pred = model.predict(X _test)

>>> from sklearn.metrics 1mport mean_squared _error
>>> mean_squared_error(y_test, pred)
26.241625458064874

>>> plt.scatter(pred, y test, alpha=0.6)

>>> w = np.linspace(min(pred), max(pred), 100)
>>> plt.plot(w, w)

>>> plt.xlabel("pred”)

>>> plt.ylabel("y test”)

>>> plt.title("Tree Prediction®)
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Tree Prediction
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8.1 Random Forest - Stata

o HJf

1dE'E 4 crtrees BX rforest

i TH BEHLARAR

 rforest 1ff FHJava backend in Weka

» DJfe

2021/5/11

St A VX
A, B GEEE?
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8.2 Random Fore

T N W%l 1§ i NN

:U

=
v

> library(randomForest)

> set.seed(123)

> forest.fit <- randomForest(medv-.
data=Boston,subset=train)

# Default mtry=p/3 for regression
> forest.fit

Call:
randomForest (formula = medv ~ ., data = Boston, subset = train)
Type of random forest: regression
Number of trees: 500
No. of variables tried at each split: 4

Mean of squared residuals: 10.33118
% Var explained: 88.67

021/5/11 74



V

e

O.2 \alluvulll rv

forest.pred <- predict(forest.fit,
newdata=Boston[-train,])

mean((forest.pred-y.test)"2)

[1] 14.65405

plot(forest.pred,y.test,
main=""Random Forest Prediction™™)
abline(0,1)

A REEME(Variable Importance Plot)
varImpPlot(forest.fit,
main="Variable Importance Plot")

2021/5/11



Random Forest Prediction

y test

10 20 30 40

forest pred
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black
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rad
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8.3 Random Forest — Python

>>> from sklearn.ensemble Import
RandomForestRegressor

>>> max_Teatures=i1nt(X_train.shape[l] 7/ 3)

>>> model = RandomForestRegressor(n_estimators=500,
max_features=max_ fTeatures, random state=0)

>>> model . f1t(X _train, y train)
>>> pred = model .predict(X_test)

>>> mean_squared_error(pred, y test)
18.590988882368425
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8.3 Random Forest — Python (Tl i &)

>>> plt.scatter(pred, y test, alpha=0.6)

>>> W = np.linspace(min(pred), max(pred),
100)

>>> plt.plot(w, w)

>>> plt.xlabel("pred”)

>>> plt.ylabel("y test")

>>> plt_.title("Random Forest Prediction®)
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Random Forest Prediction
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>>> sorted _Index =
model . feature 1mportances .argsort()

>>> plt.barh(range(X.shape[1l]),
model . feature 1mportances [sorted index])

>>> plt.yticks(np.arange(X.shape[l]),
X.columns[sorted i1ndex])

>>> plt.xlabel("Feature Importance®)
>>> plt.ylabel("Feature®)

>>> plt.title("Random Forest®)

>>> plt.tight layout()
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0.1 Neural Network - Stata

o MEHIEFE

« (HIJREA IR

2021/5/11

brain it 111 25 o 25 fi 44
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0.2 Neural Network - R

e 7ERHY, WA nnet B¢ neuralnet {1t “Fif
g 2% " (feedforward neural
network), {EJGiEAL T “E R P 4% 7
(convolution neural network)ay, “{EIf 4t
X457 (recurrent neural network)%.

o A PLiF T Kerasifi Htensorflow, 1H 2 H,
i (KerasfJi& 218 5 J9Python)
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> library(neuralnet)
> set.seed(123)

> It <-
neuralnet(medv~. ,data=Boston_s|train,],

hidden=9,act.fct="logistic",
linear.output = TRUE)
> plot(fit,fontsize = 20)

> pred <- pred*(max(Boston$medv)-
min(Boston$medv))+min(Boston$medv)

> mean((pred-y.test)"2)
[1] 12.04135
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9.2 Neural Network — R (%

> # Optimal number of neurons (fiiF 7 WiREE)
> MSE <- numeric(10)
> for (1 1n 1:10){
set.seed(123)
fit <- neuralnet(medv~.,data=Boston_s|train,],
hidden= 1, l1near.output = TRUE)
pred <- predict(fit,Boston_s|-train,])

pred <- pred*(max(Boston$medv)-
min(Boston$medv))+min(Boston$medv)

MSE[1] <- mean((pred-y.test)"2)

134
N
N’

+
> plot(1:10,MSE, type=""b",x1ab=""Number of Hidden
Neurons' ,main=""Boston Housing Data')

> abline(v=which.min(MSE), Ity=2)
2021/5/11 87



MSE

2021/5/11

30

25

20

15

Boston Housing Data

/

\/D\
e

Fey--—-——-——-—-—-—-" - - -\ -\ -+ -+ - - -+ -+ -+ -+ -« -« -« -« - —————

| |
4 6

Number of Hidden Neurons

10

88



9.3 Neural Network - Python

e FPython,
o 25 R Y

tensorflow,

o —MuEETT
’ ‘[/_‘JLl <<*}_L

] i Fsklearnfli 11 7y iR 42

B8 LML HITR 5 SAE SR 4
PyTorch% .,

V2 il i Kerasifi FHtensorflow
s 24 ] K Python ™ F )

o« RN

2021/5/11
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>>> from sklearn.preprocessing import MinMaxScaler
>>> from sklearn.neural network import MLPRegressor
>>> scaler = MinMaxScaler()

>>> gscaler.fit(X_train)

>>> X train_s = scaler.transform(X_train)

>>> X test s = scaler.transform(X test)

>>> model = MLPRegressor(solver="1bfgs",
hidden_ layer sizes=(9,), random state=123,
max_1ter=10000)

>>> model . fi1t(X_train_s, y train)
>>> pred = model.predict(X _test s)
>>> mean_squared_error(pred, y_test)
19.571499847444066
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>>> table = pd.DataFrame(model.coefs [0],

Index=Boston.feature names,
columns=[1,2,3,4,5,6,7,8,9])

>>> sns.heatmap(table, cmap="Blues”,
annot=True)

>>> plt.xlabel("Neuron®)

>>> plt.title("Neural Network Weights*®)
>>> plt.tight layout()
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e help reg

@ Viewer - help regress

MR REE) HE EEH)

c @ q help regress

help regress X

[R] regress — Linear regressicon
(View complete PDF manual entry)
Syntax
regress depvar [indepvars] [if] [in] [weight] [, eptions]
options Description
Model
noconstant suppress constant term
hascons has user-supplied constant
tsscons compute total sum of squares with constant; seldom used
SE/Robust
2021/5/11 vee{vcetype) veetype may be ols, robust, cluster clustvar, bootstrap, jackknife, hc2, or hc3

93



-\l
13y
dN
=
L
|

=
O
N

1
\
4
\
(

> ?20Im

2021/5/11

Im [stats] R Documentation

Fitting Linear Models

Description

1m is used to fit linear models. It can be used to carry out regression, single stratum analysis of variance
and analysis of covariance (although aov may provide a more convenient interface for these).

Usage
lm({formula, data, subset, weights, na.action,
method = "gr", model = TRUE, x = FALSE, y = FALSE, gr = TRUE,
singular.ok = TRUE, contrasts = NULL, offset, ...)
Arguments
formula an object of class "£formula™ (or one that can be coerced to that class): a symbolic
description of the model to be fitted. The details of model specification are given under
‘Details’.
data an optional data frame, list or environment {or object coercible by as.data. frame to

a data frame) containing the variables in the model. If not found in data, the variables
are taken from environment (formula), typically the environment from which 1m is

called.

suhset an optional vector specifying a subset of observations to be used in the fitting process.
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10.3

—\L1{

BHEI A - Python

v v v N} = = = = =

> smf.ols?

L= o

Signature: smf.ols{formula, data, subset=None, drop cols=None, *args, **kwargs)
Docstring:
Create a Model from a formula and dataframe.

Parameters
formula : str or generic Formula object
The formula specifying the model.
data : array_like
The data for the model. See Notes.
subset : array_like
An array-like object of booleans, integers, or index values that
indicate the subset of df to use in the model. Assumes df is a
" pandas.DataFrame’ .
drop cols : array_like
Columns to drop from the design matrix. Cannot be used to
drop terms involving categoricals.
*args
Additional positional argument that are passed to the model.
**kwargs
These are passed to the model with one exception. The
““eval_env’~ keyword is passed to patsy. It can be either a
rclass:” patsy:patsy.EvalEnvironment”™ object or an integer
indicating the depth of the namespace to use. For example, the
default ~“eval env=8"" uses the calling namespace. If you wish
to use a "clean” environment set " "eval env=-1""
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T2 r.pdf - Adobe Acrobat Pro .
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Title

regress — Linear regression

Description Quick start Menu Syntax
Options Remarks and examples Stored results Methods and formulas
Acknowledgments References Also see

Description

regress performs ordinary least-squares linear regression. regress can also perform weighted

estimation, compute robust and cluster—robust standard errors, and adjust results for complex survey
designs.

Quick start

TP-LINK_7BA(
Internet 35181
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A Short Introduction to the caret Package -

A Short Introduction to the caret
Package

The caret package (short for Classification And REgression Training) contains functions to
streamline the model training process for complex regression and classification problems. The
package utilizes a number of R packages but tries not to load them all at package start-up (by
removing formal package dependencies, the package startup time can be greatly decreased). The
package “suggests” field includes 29 packages. caret loads packages as needed and assumes
that they are installed. If a modeling package is missing, there is a prompt to install it

Install caret using
inzstall.packages {"caret™, dependencies = c{"Depends™, "Suggests™) )

to ensure that all the needed packages are installed.

The main help pages for the package are at hitps:/topepo.qithub.io/caret! Here, there are
extended examples and a large amount of information that previously found in the package
vignettes.

caret has several functions that attempt to streamline the model building and evaluation process,
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11.3
 PythonE -G Python Documentations

e https:.//www.python.org/doc/

FFIL 327 2] (K] Pythontisklearn ) & P A R 4 1)
TR FM CE 2D

e https://sklearn.org/
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